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Abstract 

 

The goal of the 300-Cities Project is to support IRS policy decisions by finding a small number 

of city clusters, where the cities within each cluster will respond similarly to IRS interventions. 

This report describes two types of analyses based on U.S. Census 2000 data. The first is an 

agent-class analysis. In this analysis city clustering operations are based on the correspondence 

of population profiles for pairs of cities. Extensive effort using this analysis framework in 

conjunction with the SAS statistical package demonstrates that although the framework is 

conceptually straightforward, it is computationally impractical and conceptually impoverished. 

The second analysis framework, the city-matching analysis, combines city summary and 

population heterogeneity metrics with information access constraints and taxpayer categories to 

create a city-matching index for each pair of cities. The city-matching analysis thus shifts the 

basis of analysis from a cityôs population profile to its information diffusion characteristics, and 

provides ñhooksò to IRS classification schemes to make the findings more actionable. City 

clustering operations in this framework are based on city-matching indices, which were analyzed 

by traditional social network analysis techniques using the Organizational Risk Analyzer (ORA). 

Although the issue of how best to integrate the various components of the city-match index 

remain unresolved, exploratory results show promise by yielding actionable city clusters. The 

city clusters, however, only account for 95 of the 297 cities in the Census 2000 data. Together, 

the two analysis frameworks raise questions as to whether canonical city types exist. At this 

point, it does seem reasonable to believe that iterative development of the nascent city-matching 

analysis, coupled with virtual experiments to validate results provided by the framework, will 

yield actionable information for IRS interventions. Whether that actionable information will 

employ canonical city clusters, however, remains unclear. 
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Overview 

The goal of the 300-Cities Project is to identify canonical city types, which can subsequently be 

used to identify intervention strategies. To elaborate, the goal is to find a small number of city 

clusters, where the cities within each cluster provide similar social constraints on agent behavior. 

Since the cities included in each city cluster are alike, a canonical city can represent the entire 

cluster.  Thus, the identification of city clusters provides for economy of effort in subsequent 

simulation studies because we can run simulations using the canonical cities that represent city 

clusters rather than having to run simulations for each of the individual cities. In the long term, it 

also provides guidance for prudent application of IRS interventions. 

 

The 300-Cities moniker for this project stems from an estimate of the total number of cities in 

the United States as defined using Primary Metropolitan Statistical Areas (PMSAs) and 

Metropolitan Statistical Areas (MSAs) in Census 2000 data. Thus the term city, as used in this 

report, refers one of the 297 PMSAs or MSAs available in the Census Bureauôs Public Use 

Microdata Sample (PUMS) 5% data set. Due to the Census Bureauôs criteria for inclusion in the 

PUMS data set an additional 40 MSAs with small populations were excluded from the data set 

and hence from the analyses performed for this project. 

 

Our initial approach to finding clusters of similar cities is conceptually straightforward. We first 

define agent-classes
1
 as combinations of socioeconomic variables. We then count, for each city, 

the number of people in each agent-class. Next, we construct a social distance metric measuring 

the similarity of cities by correlating the population profiles of agent-classes between each pair 

of cities.  Finally, we cluster cities according to their social distances. Our clustering operations 

employed Multi -Dimensional Scaling (MDS) in SAS. 

 

Difficulties encountered during the agent-class analysis led to an exploration of whether a deep 

structure analysis in ORA could be used to identify canonical city types.  Exploratory results 

were promising, and led to a revision of our initial, agent-class analysis to include additional 

city-level metrics in the calculation of social distances among cities. The new, city-match 

analysis, we believe, will provide results that are more actionable with respect to policy decisions. 

 

Given the centrality of agent-class definitions in the analysis techniques described in this report, 

the results of the analyses should be interpreted more as a proof of concept for a general 

technique than as analytical findings per se. The results described are only illustrative ï as the 

clusters found using this technique will  vary depending on how agent-classes are defined. The 

sensitivity of the technique to agent-class definitions provides a means for ñtuningò the analysis 

to alternative schemes for classifying people which may be more in line with current policy 

decisions or organizational missions.  

 

The next section describes source data from the Census Bureau in some detail. Subsequent 

sections address agent-class definition, social distance construction, and clustering operations for 

                                                 
1 ñAgentò is used in the social simulation sense of an abstract or synthetic representation of a person. 
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the agent-class analysis, followed by similar descriptions of the city-match analysis. A 

conclusion and future directions section ends the report. 

1 Source Data 

In order to perform city clustering, city characteristics must be defined and measures of their 

similarity (or dissimilarity) produced.  Government statistical sources in the public domain were 

the immediate choice for reasons of economy and ease of access.  

 

The following general characteristics were considered key for selecting the data for analysis: 

o Urban areas/cities can be defined a consistent way. 

o National in scope. 

o Available without special restriction. 

o Amenable to clustering and multidimensional scaling. 

 

The US Census Bureau was considered the most promising source and the 2000 Public Use 

Microdata Sample (PUMS) 5-percent sample was selected.  The PUMS data set is based on 

Census Long Form and provides information on individual housing units and persons, which 

allows great flexibility in data analysis.  The PUMS also identifies housing units in urban areas 

by city (MSA/PMSA).  Due to privacy considerations, PUMS data limits the geographic 

resolution when compared to other data products employing Census Long Form data (for 

example predefined tabular data).  Since the intent was to characterize cities, this lower 

geographic resolution was considered acceptable. For certain analyses, the PUMS data was 

augmented using geographic information drawn from the Summary File 3 (SF 3) [1] presentation 

of the Census Long Form data.  

 

The PUMS dataset employed in the study was derived from information collected during the 

2000 Census and is slated for replacement by the American Community Survey (ACS) in the 

near future.  The ACS surveys households more frequently than the decennial census and uses 

many of the same survey questions and coding schemes, making it substantially comparable to 

the PUMS data.  However the current ACS coding scheme does not assign an urban area code 

and the annual survey collected for the ACS is smaller in size than the census data set, leading to 

the use of data collected over longer periods in time for smaller demographic units.  For the 

present study, the additional effort required to use ACS data did not seem justified.  However, 

employment of ACS data in future studies is contemplated.  

1.1 PUMS Overview and Description 

The data for the analysis was drawn from the US Census 2000 Public Use Microdata Sample 

(PUMS) 5-percent sample.  The PUMS data set provides information about individual housing 

units and persons, along with a weight for each record which can be used to expand the sample 

to a population total. 

 

The PUMS was created from responses to the US Census 2000 Long Form questionnaire, which 

was distributed to selected household units at varying sampling rates: 
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There were four different housing unit sampling rates: 1-in-8, 1-in-6, 1-in-4, and 

1-in-2 (designed for an overall average of about 1-in-6). The Census Bureau 

assigned these varying rates based on pre-census occupied housing unit estimates 

of various geographic and statistical entities, such as incorporated places and 

interim census tracts. For people living in group quarters or enumerated at long 

form eligible service sites (shelters and soup kitchens), the sampling unit was the 

person and the sampling rate was 1-in-6. [2] (Page 5-1) 

 

The Census Bureau then selected individual Long Form responses to create a uniformly sized 

sample for the entire nation, including territories.  Two PUMS samples sizes are available: 1-

percent and 5-percent.  The larger 5-percent sample was employed for this study since it 

provided better geographic resolution and included data on more housing units and individuals. 

 

The PUMS data contains two types of data records.  Housing unit records provide information 

about the housing unit such as size, age and type along with a unique (by state) serial number.  

Each housing unit record is followed by one or more person records, containing demographic 

and financial information about an individual who is a member of the household.  Each person 

record also includes a serial number which ties them to the household record. 

 

The PUMS data includes information in multiple categories
2
: 

o Housing Unit record (114 variables
3
, fixed length of 316 characters): 

o Size 

o Age 

o Type 

o Cost 

o Taxes 

o Location 

o Income 

o Residents 

o Person record (164 variables
4
, fixed length of 316 characters): 

o Demographics (Age, Race, National Origin, Gender) 

o Citizenship and Migration 

o Family Relationships 

o Education 

o Disability 

o Military Service 

o Occupation 

o Commuting 

o Income 

                                                 
2 For a complete description consult reference [1]. 
3 Excluding administrative, filler and flag variables, approximately 75 housing unit variables were candidates for 

inclusion in the study. 
4 Excluding administrative, filler and flag variables, approximately 106 person variables were candidates for 

inclusion in the study. 
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1.2 Data Weighting 

The PUMS 5-percent data includes a weight for each housing unit and person, which is the 

number of actual housing units or persons the record is considered to represent.  For this study 

the weighted values were used to create similarity/dissimilarity measures for each city.  For 

instance, the population of a city was computed as the sum of the person weights of all person 

records for a given city, not the raw count of individual person records. 

1.3 Urban Areas Definitions and PUMS Geographic Sampling  

The PUMS uses U.S. Office of Management and Budget (OMB) Metropolitan Areas (MAs) as to 

define urban areas. 

The general concept of a metropolitan or micropolitan statistical area is that of a core 

area containing a substantial population nucleus, together with adjacent communities 

having a high degree of economic and social integration with that core. [3] 

The terminology, definition and the geographic outline of Metropolitan Areas has varied with 

time in order to track the evolution of American cities.  For the 2000 Census, the MA definitions 

for 1999 were used [4], [5], [6], [7].  

 

ñMAs are defined in terms of countiesé In New England, however, these areas are defined in 

terms of cities and townséò [8] (page B-1).  An MA must meet a series of requirements.  For 

instance, an MA must include either a city with at least 50,000 inhabitants or ñA Census Bureau 

defined urbanized area of at least 50,000 population, provided that the component 

county/counties of the MSA have a total population of at least 100,000.ò [8] (Page B-3), except 

in New England where different standards apply. 

 

Metropolitan Areas vary widely in population size.  In the 2000 Census, the largest metropolitan 

area (New York--Northern New Jersey--Long Island, NY--NJ--CT--PA CMSA) contained 

21,199,865 persons on April 1, 2000 while the smallest (Enid, OK MSA) contained 57,813 [9].  

In the 1999 definition, a two level hierarchy is available for larger metropolitan areas.  The entire 

urban area is termed a Consolidated Metropolitan Statistical Area (CMSA) and contains two or 

more Primary Metropolitan Statistical Areas (PMSAs).  Smaller urban areas are simply 

designated Metropolitan Statistical Areas (MSAs). 

 
In this study, the analysis was performed using MSAs and the PMSA components of large urban 

areas rather than the CMSA.  Since creation of CMSAs is not consistent and the existing CMSAs 

cover large geographical areas, usually with multiple core areas (for example the Washington--

Baltimore, DC--MD--VA--WV CMSA), the PMSA level was considered to be more relevant for 

the study. 

MSAôs, CMSAôs and PMSAôs ï Whatôs the Difference 

Metro areas with a million or more people may be subdivided into PMSAôs if 

population and commuting criteria are met and there is local support for PMSAôs.  

When areas are divided into PMSAôs the entire area becomes a CMSA. Metro 

areas that are not subdivided are designated MSAôs. [10] (Page 2) 
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The PUMS uses Metropolitan Areas for certain data fields but introduces a separate geographic 

concept to group PUMS data.  While the Census Bureau has detailed geographic information on 

the household location, large sample areas containing some 100,000 individuals are defined to 

group the PUMS data records.  

 

A Public Use Microdata Area (PUMA) is a decennial census area for which the 

Census Bureau provides specially selected extracts of raw data from a small sample 

of long-form census records that are screened to protect confidentiality. These 

extracts are referred to as "public use microdata sample (PUMS)" files. The 5-percent 

PUMAs comprise areas that contain at least 100,000 peopleé For Census 2000, 

PUMAs cannot be in more than one state or statistically equivalent entityé 

 

Compared to other census products, such as the Redistricting Data File and Summary 

File 1 (SF 1) (based on 100 percent counts released at the census block level), or the 

Summary File 3 (SF 3) (based on the Census 2000 long form sample released at the 

census tract/block group level), the PUMS contains less geographic specificity, and a 

much smaller sample size. [11] 

 

The PUMAs employed for the 2000 Census are made up using counties or county equivalents in 

whole, in part or in combination [12].  PUMAs may be discontinuous.  A PUMA may lie entirely 

inside or outside a Metropolitan Area.  It may be partly rural and partly urban.  It may include 

more territory from more than one Metropolitan Area.  In cases where a PUMA lies partly but 

not entirely within single Metropolitan Area, the following encoding is used to designate the 

Metropolitan Area: 

 

D MSAPMSA5 4 28 31 

T Metropolitan Area: MSA/PMSA for PUMA 

R 0040..9360 . FIPS MSA/PMSA Code 

V 9997 . Mixed MSA/PMSA and nonmetropolitan territory 

V 9998 . 2 or more partial and/or entire MSAs/PMSAs 

V 9999 . Not in metropolitan area [1] (Page 7-24) 

 

Consequently, any data from mixed sample areas is not attributable to a Metropolitan Area and 

could not be incorporated in the study.  Since smaller Metropolitan Areas contain less than the 

minimum population size for a PUMA, no data from them is identifiable and the entire 

Metropolitan Area was not included in the study (see Figure 1). 
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Figure 1: Wyoming: Example of PUMAs Larger than Metropolitan Areas.  

Wyoming Public Use Microdata Areas on left (outlined in blue), Metropolitan 

areas on right (shaded). PUMAs 00200 and 00400 are classed as mixed. 

 
 

 Of a total of 337 MSA/PMSAs used during the 2000 Census, 40 were classified as mixed in the 

PUMS 5% sample and were not available for analysis, leaving 297 for inclusion in the study.  

1.4 Geographic Coverage 

The study used all Metropolitan Areas included in the PUMS 5-percent sample that are within 

the states of the United States (including Alaska and Hawaii) and the District of Columbia.  U.S. 

Territories were excluded. In practical terms, among the U.S. Territories only the 

Commonwealth of Puerto Rico included Metropolitan Areas in the 2000 Census. 

1.5 PUMS Privacy and Data Accuracy 

Since PUMS data is provided at the level of housing units and persons, certain steps are taken by 

the Census Bureau to ensure privacy by making it difficult to identify individuals based on 

PUMS data.  This places some limitations on the data used for the clustering study. 

o MA Encoding ï As described above, PUMS 5-percent data is presented as if it was 

drawn from a geographic block of roughly 100,000 persons.  If the sampling block does 

not lie entirely within a single Metropolitan Area, the MA ID is not coded for those data 

records. ñA geographic area must have a minimum of 100,000 population to be fully 

identified in the 5 percent fileéò [1] (page 4-2) 

o Top Coding ï For certain data variables
5
, the high and low values are obscured by using 

a single predefined value instead of the actual data.  For top codes, any value which 

exceeds the national minimal value (national 99.5 percentile for dollar amounts, over 90 

for age) is replaced by the state mean value.  For low values (bottom codes), any dollar 

                                                 
5 Eleven housing variables and nine person variables are topcoded in the 2000 Public Use Microdata Sample files.  

Age was topcoded for person records, while the remaining nineteen values were dollar amounts for expenses, taxes 

and incomes. 
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amount below $10,000 is replaced by -10,000. [13] When aggregated by state, data top-

coded using this procedure would yield accurate total values.  Since Metropolitan Areas 

usually do not cover the entire state and may state cross state boundaries, bias may be 

introduced by this top coding. 

o Data swapping ï ñéis a method of disclosure limitation designed to protect 

confidentiality in data (the number or percentage of the population with certain 

characteristics). Data swapping is done by editing the source data or exchanging records 

for a sample of cases. A sample of households is selected and matched on a set of 

selected key variables with households in neighboring geographic areas that have similar 

characteristics.ò [1] (Page 4-1) The bias effects of data swapping are unknown, but 

ñéthe swap often occurs within a neighboring areaéò [1] (Page 4-1) which may help 

reduce the bias effects 

2 Agent-class Analysis 

2.1 Agent-class Definition 

Agent-classes are defined by a combination of socioeconomic variables drawn from extant data 

sources ï the 5% PUMS data set in this case. Each variable in the combination corresponds to 

one dimension of an agent, where each dimension has two or more nominal or ordinal values 

(e.g., gender: male, female; age: 20-29, 30-39, 40-49; etc.). A preliminary step in agent-class 

definition, therefore, requires that continuous variables in the source data such as age or income 

be divided (i.e., binned) into a reasonable number of ordinal values.  

 

The selection (and binning) of socioeconomic variables used to define agent-classes is of core 

importance. The variables selected comprise the core link between simulation studies and the 

real-world populations the simulations are intended to represent. The selected variables also 

affect the structure that will be detected with clustering techniques because agent-classes are 

used to construct the social distances on which clustering operations are performed.     

2.1.1 Selection and Mapping of PUMS Socioeconomic Variables 

Our agent-class definition scheme (Version 2.2)
6 
is shown Table 1. The scheme consists of the 

15 socioeconomic variables we used to classify people in the current analysis. For each variable 

of interest, the table provides the number of bins, bin values, corresponding source data 

variable(s), and a short description.  Each combination of values for these 15 variables defines 

one 15-dimensional agent-class. 

   

                                                 
6 We iteratively revised our binning scheme in an effort to reduce the memory requirements for analyses using 32-

bit SAS on a Windows platform. The binning scheme impacts the number of agent-classes. Agent-classes, in turn, 

are treated as variables in some of the clustering operations we desired to perform in SAS (i.e., principle components 

analysis, nonhierarchical clustering). Even with the latest bin definitions, however, we still exceed SASôs memory 

limits for conducting these analyses. Further revisions to our binning scheme for the purpose of reducing memory 

requirements in SAS appear counterproductive.  
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Table 1: PUMS Data Bins 

Mapped 

Variable 

# 

Bins Values 

PUMS Source 

Variable(s) 

Description  

(and Notes) 

arace 5 Asian, Black, Hispanic, Other, 

White 

RACE1, 

HISPAN 

Race (using pre-2000 

census definitions). 

agebin 5 <30, 30s, 40s, 50s, 60+ AGE Age 

asex 2 Male, Female SEX Gender 

ams 2 Married, Not Married MARSTAT Marital status 

aparent 2 Parent, Not Parent RC Parent 

akids 3 0, 1, 2+ P18 Children under 18 yrs 

in household 

aed 4 No High School Diploma, 

HSD/Some College, BA/BS, 

Professional/Grad  

EDUC Educational attainment 

aocc 9 Unknown, Professional, Service, 

Office & Sales, Agriculture, 

Construction, Transportation, 

Military, Unemployed 

OCCCEN5 Occupation (Census 

Bureau categories) 

ali  2 Linguistically Isolated, Not 

Linguistically Isolated 

LNGI Linguistic isolation 

(household ability to 

understand English) 

abuilding 3 Single Family House, Near a 

Few, Large Apartment 

Complex/GQ 

BLDGSZ Building size 

atenure 4 General Quarters, within 1 year, 

within 2 years, 3+ years ago 

YRMOVED Year household moved 

to current home 

ainctot 8 Loss, None, <15K, <30K, <50K, 

<80K, <120K, 120K+ 

INCTOT Total income 

aincnw 4 Loss, None, <U.S. Median, U.S. 

Median+ 

INCINT, 

INCRET, 

INCSS, 

INCSSI, 

INCPA, 

INCOTH 

Sum of non-wage 

income 

ahapi 4 Loss, None, <U.S. Median, U.S. 

Median+ 

SMOCAPI, 

GRAPI 

Housing expenses as 

percentage of income 

apov 2 Poverty, Not Poverty POVERTY Living in poverty 

status 

 

2.1.2 Observed Agent-class Characteristics 

For all analyses described in this report, we excluded data from rural areas and mixed 

PMSA/MSAs (PUMS MSAPMSA5 codes 9997, 9998, and 9999). Children less than 15 years 

old were also excluded because their incomes were not reported. With the remaining PUMS data, 
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we classified each person in a city by agent-class, and tallied the number of agents in each agent-

class.  

 

Using binning scheme version 2.2, approximately 1.02 million agent-classes (1,002,277 to be 

exact) out of a possible 132,710,400 agent-classes contained at least one person. The median 

number of agents per class was 35. The smallest populated agent-class had 1 member agent; the 

largest class had 605,877 agents. Thus, one person in the U.S. is unique in terms of the 

socioeconomic variables we used to define agents in this analysis.
7
 That person is a white female 

in her 40ôs, married, not a parent, living with no kids, holds an advanced degree, is in the 

military, speaks English, has lived in her single-family house 1 year or less, has a $50-80,000 

income with non-wage income less than the national median, has nil housing expenses and is 

living above the poverty mark (agent class wf4mn03mn11_41xn). The most common class of 

agent (wf6mn01un13_121n) is a white female, 60+ years old, married, not a parent, living with 

no related children, graduated from high school and took some college courses, is unemployed, 

speaks English, has lived in her single-family house for 3+ years. Her total income is $30-50,000, 

with non-wage income below the national median. Her housing expenses (as a percentage of 

income) are less than the national median, and she is living above the poverty line.  

 

This most common agent-class (wf6mn01un13_121n) is found in all 297 cities in the U.S. Over 

50% of the agent-classes, however, are localized in ï hence unique to ï one city. All 297 cities 

have some unique agent-classes. That each cityôs population is comprised of unique agent-

classes indicates that some degree of the social context experienced in every city of the U.S. 

stems from idiosyncratic diversity in the local population.  

 

City-unique diversity (i.e., agent-classes found in only 1 city) accounts for a median of 4.4% of a 

cityôs population (see Figure 2). The city with the highest proportion of unique agent-classes in 

its population is Honolulu, HI (24.3%). The city with the lowest proportion of unique agent-

classes in its population is Sharon, PA (1.8%). 

 

                                                 
7 Since the PUMS data set is a weighted 5% sample, there may be other unique agent-classes in the general 

population; similarly city-unique or unique agent-classes may in fact be non-unique when considering the general 

population. 
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Figure 2: City Unique Diversity.  

Percent of city population composed of unique agent classes. 

   

Figure 3 depicts population diversity in cities regardless of agent-class uniqueness. The median 

number of agent-classes per city was 8545. The city with the least diversity in its population was 

Sioux Falls, SD ï with only 2439 agent-classes. Los Angeles-Long Beach, CA had the most 

diverse population, composed of 186,652 agent-classes. 
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Figure 3: Number of Agent-classes per City.  

 

2.2 Social Distance Construction 

For each city, we created a City Agent Profile (CAP) from the number of agents per observed 

agent-class. CAPs are vectors with ~1.02 million elements (one per agent-class) that describe 

cities in terms of the composition of their agent populations.  

 

Pairwise correlations between CAPs yield a measure of the similarity between two cityôs agent 

populations. Pairwise CAP correlations thus form the inverse of our measure of the social 

distance between cities. 

 

As can be seen in Figure 4, CAP correlations ranged from a minimum of .006 (Laredo, TX and 

Manchester, NH) to a maximum of .916 (Pittsburgh, PA and Cleveland-Lorain-Elyria, OH). The 

correlations were normally distributed with a mean of .43 and a standard deviation of .15.   
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Figure 4: Distribution of City Agent Profile (CAP) Correlations .  

 

2.3 Clustering Operations 

The correlations among CAPs served as input to Multi -Dimensional Scaling (MDS) analyses in 

SAS and an exploratory ORA deep structure analysis. To anticipate the conclusion, the low-

dimensional descriptions of structure in the social distances between cities produced by our MDS 

analyses provided little insight for clustering of cities, whereas the exploratory ORA deep 

structure analyses showed promise as a technique for defining city types. 

2.3.1 Multi -Dimensional Scaling Analysis with SAS 

The pairwise CAPs correlations for the 297 cities served as a proximity matrix in an ordinal 

MDS. Solutions for models with 1 to 10 dimensions were explored.  

2.3.1.1 Raw Counts Model 

Examination of the scree plot (see Figure 5) shows a relatively smooth reduction in stress 

(improvement in model fit) as the number of dimensions in the model increases. But even with a 

10-dimensional model, the fit is not ñgoodò per se. (We would like the stress to be below 0.10.) 

Although there is no obvious elbow in the scree plot, improvements in fit due to increased 
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dimensionality appear to diminish substantially starting at models with 3- to 4-dimensions. The 

fit for the 3- and 4-dimensional models, however, is relatively poor.  All in all, these results 

indicate that structure in the proximity matrix is relatively weak. 

 

Figure 5: Scree plot: Stress as a Function of MDS Model Dimensions.  

 

Visual inspection of the 300-cities in the three dimensional solution shows a reasonable 

dispersion of the cities but no apparent city-clusters (see Figure 6 through Figure 8). 
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Figure 6: City Coordinates in MDS Solution: Dimension 2 versus Dimension 1.  
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Figure 7: City Coordinates in MDS Solution: Dimension 3 versus Dimension 1.  
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Figure 8: City Coordinates in MDS Solution: Dimension 2 versus Dimension 3.  

 

2.3.1.2 Rejected Transformations 

The properties of social distances constructed using agent-class counts are largely unknown at 

this point, as it is an area of ongoing development. Concerns over the impact that anomalies in 

the distribution of agent-class counts may have on Pearsonôs correlation coefficient and the MDS 

analysis led to an examination of several data transformations commonly performed on count 

data. To reduce the impact that exceptionally large counts for common agent-classes may have 

on our social distance metric, we took the square-root of agent-class counts; computed pairwise 

CAP correlations; and then performed MDS analyses. No substantive differences in the fits 

produced by transformed versus raw agent-class counts were found. We also examined the 

impact of using proportion of a cityôs population in CAPs rather than raw counts. Again no 

substantive change in the MDS model was observed. The impact of using an arcsine 

transformation of the proportions of city population in CAPs was also examined ï again with no 

substantive change in MDS model.  

 

We also examined the impact that aggregating city-unique agents into a single agent-class (cf. 

ñotherò category) would have on the MDS solution. The results again were not substantially 



300 Cities 

CMU-ISR-08-122 - 17 - CASOS Report  

different from the basic analysis. Finally, we examined the impact of removing city-unique 

agents and common (widely distributed) agent-classes which were found in 290 or more cities. 

The resulting MDS solution in this case was substantially worse. 

2.3.2 Exploratory Deep-structure Analysis with ORA 

As described thus far, various binning schemes and data transformations failed to yield distinct 

clusters of similar cities. Although the agent-class analysis is conceptually straightforward, the 

use of detailed agent-classes as the basis of city similarities is impractical when using SAS as the 

analysis package. The problem arises from the fact that the number of agent-classes produced by 

a particular binning scheme can easily be in the millions. With the exception of MDS, clustering 

procedures available in SAS (e.g., non-hierarchical clustering, principle components analysis) 

require that each agent-class be treated as a separate variable. Although SAS, in principle, can 

perform clustering analyses on millions of variables, the implementation of 32-bit SAS under 

Windows imposes memory limitations that effectively prevent alternative agent-class analyses. 

Therefore, we were unable to determine whether alternative clustering techniques in SAS would 

yield better results. 

 

The clustering techniques available in ORA (e.g., Concor, Newman Grouping) provide a viable 

alternative approach. Given that the poor fit of the MDS models generated with SAS implies a 

relative lack of structure in the distances computed from agent-classes, we find no evidence of a 

small number of city clusters when we assume that city clusters can be discerned using a small 

number of continuous dimensions to describe all social distances (near and far alike) among 

cities.  This raises the possibility that our assumption of continuous underlying dimensions in a 

model of all social distances is too stringent. If we relax this assumption by filtering the social 

distances such that weak similarities between cities (i.e., far distances) are removed from 

consideration, then ORA clustering techniques may provide discernable city clusters. 

 

The following figure (Figure 9) shows the results of exploratory ORA clustering analyses in 

which the CAP correlations were progressively filtered to remove far social distances (i.e., weak 

similarities).  As can be seen by the color coding of Newman Groups, ORA detects 6-8 city types. 

This aspect of the deep-structure analyses shows promise. The analyses, however, only account 

for a subset of the 297 cities. 
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2.4 Lessons Learned from Agent-class Analysis 

The naive approach to finding similar cities is to create detailed agent classes and then perform 

clustering operations in a statistical package (e.g., SAS). This was done. There are two problems 

with this approach. First, the number of agent classes is in the millions and tools such as SAS 

and SPSS were not designed to run clustering algorithms on data sets with so many variables (i.e., 

agent-classes). Unfortunately, a 64-bit version of SAS was not available within the time and 

budget constraints of the project (nor is it certain that this version would have improved results).  

 

Second, meaningful comparison of cities to enact policies does not require similarity in the 

percentage of agents by detailed agent classes. This conclusion was prompted by the exploratory 

ORA deep-structure analysis. As we move to more traditional network analysis techniques, the 

issue of information diffusion within a society comes to the forefront. The diffusion of 

information in response to IRS interventions depends on more than the correspondence of 

population profiles among cities ï an implicit assumption behind using CAP correlations as 

social distance metrics. The city-matching analysis described in the next section addresses this 

issue. 

3 City Matching  Analysis 

Lessons learned from the agent-class analysis indicate the need for a new approach to 

constructing social distances between cities that is better tuned to similarities in information 

diffusion characteristics of cities.  To adequately capture similarities in information diffusion 

among cities requires metrics not only of population composition as provided by detailed agent 

classes but also of intra-city forces that either impede or foster information diffusion. In this vein, 

Figure 9. City Clusters via ORA Deep-structure Analyses on Filtered City Distances. 


